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Non-Volatile Memory

NVM access speed approaches DRAM  

NVM technology revolutionizes computer storage stack 

DRAM NVM SSD HDD

Read

Write

~80ns
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~10ms

~10ms

Intel Optane DC Persistent Memory
♦ Ultra-low Access Latency
♦ High Memory Bandwidth
♦ Byte-Addressable Interface Small, random memory access is harmful to NVM
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Hierarchical File System Namespace

Hierarchical Namespace Directory Tree

/

usrbin mnt

src andy dev

Desktop Downloads Pictures

ls pwd cd

data src

VFS

Ext4 XFS

Unified Global Namespace

/

Ext4 namespace XFS namespace

/usr/andy/Desktop/data

DRAM

Storage
Device

fe
tc

h

Tree Walk

Hierarchical File System Namespace Design
♦ Directory tree based namespace structure
♦ VFS caches namespaces in fast DRAM
♦ Users access file with hierarchical paths
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#1: Slow, Non-scalable Path Walk

 Slow path component resolution

 Non-scalable path walk

Component
Resolution

1. Dentry lookup
2. Permission check
3. Mount point check
4. Hardware I/O transfer
5. Security policy enforce

…

Resolving a six-component 
occupies 14.87%-67.19% 

execution time

1
…

2 3 n-1 n

/home/dir1/dir2/dir3/dir4/dir5/file
N components require 

n resolution

Performance bottleneck shifts from hardware I/O to software path walk
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#2: Expensive Namespace Tree Traversal

 Traversing directory tree cause indirect memory access

 Traversing directory tree cause random memory access

home

lucky

bin mnt

sys

opt

cat ls

dev

char block

page1

page2 page3

/

data

file

pagen

Directory entries logically forms a tree structure. Traversing tree leads to pointer chasing.

Directory entries are scattered over the device. Traversing tree results in random access.

Tree Traversal

Sequential R/W is 2.3x 
faster than random R/W

Tree-based namespace structure underutilizes fast NVMs
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FlatFS Overview and Design Goals

 Key idea: flat namespace structure

Fast Path Walk Directory Range Operation Low Durability Cost Strong Crash Safety

 FlatFS design goals

♦ Namespace organization: full path  file inode
♦ Short and scalable path walk
♦ Cheap scan for directory reading

 FlatFS challenges
♦ #1: How to preserve POSIX semantics in path walk
♦ #2: How to improve directory range operation performance
♦ #3: How to reduce data durability costs on NVMs
♦ #4: How to ensure crash-safety for flat namespace
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FlatFS System Architecture

 FlatFS system architecture
♦ VFS layer: coordinated path walk
♦ FS layer: range-optimized Br tree
♦ Device layer: write-optimized compressed key

Directory TreeCoordinated Path Walk

Coordination

lookup

CPU1

CPU2

Per-CPU inode Table

path prefix prefetch

…

pathnames

/src/dir/file

/tmp/data/x
Br Tree

WoC Index Key

VFS Layer:

FS Layer:

Storage Layer:

Syscall Layer:
chmod(“/mnt/flatfs/src/dir/file”, O_IRUSR|O_IWUSR|O_IXUSR)

open(“/mnt/flatfs/tmp/data/x”, O_CREAT|O_RDWR, 0777)

inuse areapath prefix

cache area

cache area

inuse area
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Coordinated Path Walk
 Component-at-a-time path walk model
♦ Resolve path component one by one
♦ Slow and non-scalable with lengthy paths

 Full-path-at-a-time path walk model
♦ Resolve the whole path at a time
♦ Fast and scalable

: Component ResolutionComponent-at-a-time Path Walk Model

End

pathname

Input: 

pathname 
analyzer 

prefix permission 
checker 

path 
dispatcher

End

case I

semantic path 
component finder

Full-path-at-a-time Path Walk Model

case II

1 2 3 4 n-1 n

case III

pathname

Input: pathnames

: path walk model switch: resolution cursor

…
…
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Coordinated Path Walk

 Pathname analyzer

♦ Handle symbolic link and mount point components
♦ Create a special finder entry for identifying semantic 

components, e.g., /mnt/flatfs/src/symlink/\xFE
♦ Br tree lookup returns first entry whose key is greater than 

the requested key

 Semantic path component finder

/mnt/flatfs/src/./link/a/..///file

/mnt/flatfs/src/link/a/../file

♦ Generate a pathname without dots and redundant slashes
♦ Remove dot-dot component if FlatFS adopts Plan 9 lexical 

pathname [Pike et al. USENIX ATC’00], otherwise dot-dots
are handled by semantic path component finder

link            data/x

/mnt/flatfs/src/data/x/a/../file

/mnt/flatfs/src/data/x/file

 Handling dot-dot component
♦ Semantic issues: e.g., symlink/../
♦ Solution I: check semantic components whenever 

meet a dot-dot
♦ Solution II: remove dot-dot directly as lexical pathname
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Coordinated Path Walk

 Prefix permission checker
♦ Separate permission checking from pathname lookup
♦ Two-dimensional prefix permission compression
♦ Batch permission checking algorithm
♦ More details can be found in our paper

UID GID 010 reserved depth
owner

group
other

UID GID 010 reserved 3

Path-prefix PPC:    
Path-suffix PPC:    

UID GID 110 reserved 2

UID GID 110 reserved 2

UID GID 110 reserved 2

/mnt/flatfs/src/ data/x/file

010 110

co
m

pa
re

verify

uid = 1000
gid = 1000 verify

1

3
2

4

compare

Task Credential

Prefix Permission Compressor, PPC   

Batch permission checking algorithm:
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Coordinated Path Walk

 Path dispatcher

 Path walk model coordination
♦ A path walk may involve different path walk models
♦ Coordinate path walk models to resolve a pathname
♦ We view path walk model as black box
♦ i. Feed a correct pathname input to the model
♦ ii. Specify FlatFS instance in VFS namespace framework 

♦ Send file path to the correct path walk model
♦ Model switch: i. mount point switch; ii. pathname cursor adjustment

Path Walk 
Model

Resolved 
pathname    

pathname
input    

Path Walk 
Model 1

Path Walk 
Model 2

Black Box

coordination

/mnt/flatfs/device/ext4/data/x
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Range-optimized Index Tree

 Br tree feature
♦ NVM-friendly node design: unsorted tree node, 256B-aligned node layout.
♦ Tree range operation: range insert, range remove, range query

 Compositional range operation design
♦ Define two tree primitives
♦ Tree join primitive:  
♦ Tree split primitive:

𝑇𝑇1 ⋈ 𝑇𝑇2 = 𝑇𝑇
𝑇𝑇 ⊖ x = 𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿, 𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅

1 Walk down

2

Node merge

3 Subtree insert

⋈ ⋈

LTree

⋈ ⋈

RTree
(1) Br tree join (2) Br tree split

…

…
Node split

Node split

Node split

Node split

T1
T2
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Range-optimized Index Tree

 Br tree range operation
♦ Range slice:
♦ Range insert (two cases)
♦ Case I: 
♦ Case II:
♦ Range update
♦ Range query

𝑇𝑇 ⊖ 𝑘𝑘𝑙𝑙 = 𝑝𝑝, 𝑞𝑞 ⇒ 𝑞𝑞 ⊖ 𝑘𝑘𝑟𝑟 = 𝑡𝑡, 𝑟𝑟 ⇒ 𝑝𝑝 ⋈ r = T′

𝑇𝑇1 ⊖ 𝑘𝑘𝑘𝑘𝑘𝑘𝑚𝑚𝑚𝑚𝑚𝑚 = 𝑇𝑇1′, 𝑇𝑇𝑟𝑟 ⇒ 𝑇𝑇1′ ⋈ 𝑇𝑇2= 𝑇𝑇1′′ ⇒ 𝑇𝑇1′′ ⋈ 𝑇𝑇𝑟𝑟 = 𝑇𝑇1′′′
𝑇𝑇1 ⋈ 𝑇𝑇2 = 𝑇𝑇1′

 Directory range system call
♦ Recursive directory read: scan a directory recursively.
♦ Directory range remove: range_slice|range_query
♦ Directory range copy: range_slice|range_update|range_insert
♦ Directory move: range_slice|range_update|range_insert
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Write-optimized Compressed Key

 Index key compression

♦ Key compression in a tree node
♦ Improve storage efficiency and reduce batch update cost

/home/dir1/dir2/dir3/dir4/dir5/file
/home/dir1/dir2/dir3/dir4/dir6/file
/home/dir1/dir2/dir3/dir4/dir7/file
/home/dir1/dir2/dir3/dir4/dir8/file

compress

/home/dir1/dir2/dir3/dir4/dir

5/file 6/file 7/file 8/file

suffix

 Compression causes key adjustment costs
♦ E.g., Key insert causes prefix shrink and suffix expand
♦ It leads to many random, small data writes

/home/dir1/dir2/dir3/dir4/x

prefix

insert

/home/dir1/dir2/dir3/dir4/

dir5/file

suffix expand

dir6/file dir7/file dir8/file x

prefix shrink
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Write-optimized Compressed Key

 Solution: combine data prefetch and caching

♦ Prefetch data during suffix expansion and cache data to avoid future data movements
♦ Record prefix size and total size of each key

 Examples:

abc

abc abc

abc abc

abc abc

load[a]

load[b,c]

load[c]

T0

T1

T2

T3

: prefix area

: suffix inuse area

: suffix cache area

32B

prefetch
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Namespace Crash Consistency

 Ensure crash consistency both for namespace point and range operation

 Namespace point operation

♦ i: prepare and persist new data changes in unused places
♦ ii: update metadata atomically
♦ iii: switch the system into a new consistent state

 Namespace range operation

♦ Challenge: tree is temporarily decomposed into many pieces due to split
♦ Insight: tree split is the reverse operation of tree join 
♦ Solution: i. log subtree root addresses during namespace tree split; ii. restore the 

namespace tree during recovery
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FlatFS Implementation and Evaluation
 FlatFS implemenation

♦ FlatFS is implemented in Linux kernel 4.15 based on PMFS.
♦ FlatFS is open source at: https://github.com/miaogecm/FlatFS.git

 Experimental Setup

Processor

Memory

Storage

FS

2 × Intel Xeon Gold 5220R (24 cores)

192 GB (12 × 16 GB) DRAM + 1.5 TB (12 × 128 GB) NVM

512 GB Solid State Driver

NOVA[FAST16], PMFS[EuroSys14], BetrFS[FAST18], 
VFS-opt[SOSP15], Ext4, XFS

Benchmark Filebench, FxMark

Application Git, Psearchy, Hive
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Path Walk Evaluation

 Path walk efficiency

FlatFS achieves a maximum 28.09X latency reduction for cold dcache
FlatFS achieves similar performance with other systems for hot dcache
FlatFS outperforms others with different path walk settings
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Path Walk Evaluation

 Path walk scalability and sensitivity

FlatFS achieves constant latency 
against path length 
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Directory Range Operation Evaluation

 Directory range operation

readir rmdir cpdir mvdir
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Directory range operation latency in FlatFS are 2.88X-19.37X lower than others.
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Filebench Benchmark

 Fileserver and Varmail
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FlatFS significantly outperforms others for metadata-intensive benchmarks.
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Git Application

git status git commit
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4.12X

4.12X latency reduction for git status
13.79%-37.5% latency reduction for git commit
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Conclusion

 Directory tree based namespace underutilizes fast NVMs

 Propose a novel NVM file system based on flat namespace

 FlatFS incorporates three core techniques

 Coordinated path walk

 Range-optimized Br tree

 Write-optimized index key layout

 FlatFS significantly improves file system metadata performance
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